Self-supervised and vision-language learning
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Self-supervised and vision-language learning is everywhere now
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Nieuwe ‘turbo-versie’ van
ChatGPT is een stuk
veelzijdiger en kan ook
omgaan met plaatjes
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GPT-4  Theimage shows a package for a "Lightning Cable® adapter with three panels.

Panel 1: A smartphone with a VGA connector (a large, blue, 15-pin connector typically
used for computer monitors) plugged into its charging port.

Panel 2: The package for the "Lightning Cable" adapter with a picture of a VGA
connector on it.

Panel 3: A close-up of the VGA connector with a small Lightning connector (used for
charging iPhones and other Apple devices) at the end.

The humor In this image comes from the absurdity of plugging a large, outdated VGA
connector into a small, medern smartphane charging port.
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What will we cover?

Topics/Models
e GPT-2,3,4 ChatGPT Intended Learning Outcomes (ILOs)
« MAE e The student can present and explainthe crucial works in the recent large-scale
e CLIP,LIT vision-language learning domain
e ALIGN, ClipCap e The student canexplainthe difference and commonalities between previous and
.« BLIP.BLIP recent vision-language approaches and self-supervised learning
| e The student can describe in-context learning

e Socratic Models

» The student caninterpret, critically analyse and judge scientific publications that

e Flamingo . . L .

P OMAC combine pretrained language models with visual learning
o I e . :

e The student canapply and develop large language models via various API calls

* Kosmos-1 into their own code
e LAION, Conceptual Captions
e LORA
e PGN

UNIVERSITY OF AMSTERDAM 5



Philosophy of these two lectures

There’s a lot going on.

This is not an exhaustive enumeration, but instead meant to showcase a number of
important works that represent the different research directions.

've achieved my goal if after these two lectures you think:
“combining self-supervised/vision-language learning is exciting and the lectures gave me
ideas for my own future creative research ideas”

Note: if you wish to unleash your creative ideas,
| will be offering some MSc projects in this direction this year.

UNIVERSITY OF AMSTERDAM



M X

Self-supervised
Pretraining
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Q: How does one learn without labels?

A: Need to generate a loss that provides gradients.

We will focus on signals from

e IMmage uniqueness + augmentation invariance (“contrastive learning”)
e Reconstruction (Masked Image Modelling)

UNIVERSITY OF AMSTERDAM



Modern Noise-contrastive self-supervised learning
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E n-1 th image
ﬁ n-th image

Augmentation

SImCLR
Enforces image-uniqueness and

enforces augmentation-invariance

UNIVERSITY OF AMSTERDAM Wu et al. Unsupervised Feature Learning via Non-Parametric Instance-level Discrimination. CVPR 2018
Chen et al. A Simple Framework for Contrastive Learning of Visual Representations. ICML 2020
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How SImCLR works in detalil

Step 1
Calculated Embeddings
Z
Batch £2
Augmented
Images 3
Z4

UNIVERSITY OF AMSTERDAM
x

https://amitness.com/2020/03/illustrated-simclr/

Step 2

Similarity Calculation of Augmented Images
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® T is the adjustable temperature parameter. It can scale the inputs
and widen the range [-1, 1] of cosine similarity

® ||z_i|| is the norm of the vector.

-~

dal

Step 3

Pairwise cosine similarity

_oss: relatively
INC

rease similarity for
s, decrease rest

What happens if you only try to
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rease the diagonal?



https://amitness.com/2020/03/illustrated-simclr/

Putting it into a loss function
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Augmentation

SImCLR

Enforces image-uniqueness and

enforces augmentation-invariance
UNIVERSITY OF AMSTERDAM

The contrastive loss for positive pairs i,:

. exp(sim(z;, z;)/T)

fi,j = — log :
L1 [ki] €XP(sim(z;, 2k)/T)

“non-parametric” softmax

Wu et al. Unsupervised Feature Learning via Non-Parametric Instance-level Discrimination. CVPR 2018 9
Chen et al. A Simple Framework for Contrastive Learning of Visual Representations. ICML 2020



Language Modelling

Li(U) = Z log P(u;|w;—k,...,uij_1;0)

https://thegradient.pub/understanding-evaluation-metrics-for-language-models/

UNIVERSITY OF AMSTERDAM


https://thegradient.pub/understanding-evaluation-metrics-for-language-models/

L anguage Modelling via next-word prediction

Why “erudite” is not a good guess Factor the probability of a datapoint:

Py avs.. .. wy) = Plwy)p(we|wy )p(ws|wy, wa)...p(wy, |wy, wa, .., w,—1)

"\ ER(MTE? n
— H p(w;|wy, ..., wi_1)
i=1

~ 1
WISW— ®
/ Ax S = Where are we going
| |
| |

Previous words wWord being
(Context) predicted

P(S) = P(Where) x P(are | Where) x P(we | Where are) x P(going | Where are we)

https://thegradient.pub/understanding-evaluation-metrics-for-language-models/

UNIVERSITY OF AMSTERDAM Radford et al. Improving Language Understanding by Generative Pre-Training . 2018
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https://thegradient.pub/understanding-evaluation-metrics-for-language-models/

Generative Pretrained Transtormer (GPT)
simply does language modelling with a Transformer (decoder)

Li(U) = Zlog P(ui|u;—g,...,u;—1;0)

ho = UW, + Wp U= (u_k,...,u_1)1s the context vector of tokens,
n 1s the number of layers,
W_e 1s the token embedding matrix,

P(u) = softmax(h, Wg ) W_p is the position embedding matrix

h; = transformer_block(h;—1)Vi € [1,n]

in practice: "causal" (left-to-right) context via masking

UNIVERSITY OF AMSTERDAM Radford et al. Improving Language Understanding by Generative Pre-Training . 2018

12



GPT-1,2,3: same loss. different training data and model sizes

GPT-1

-
117 million parameters

(

N

1.2 GB sized training dataset

-

N

Supervised finetuning afterwards
-

;
No release

UNIVERSITY OF AMSTERDAM
x

GPT-2

40 GB text training dataset

1.5 billion parameters

Often fine-tuned to perform specific tasks

Smaller version of the model was released

to the public open source

GPT-3

(

176 billion parameters

\

(

570 GB training dataset comprising of
books, articles, websites, and more

\

Ability to perform most language
tasks without additional tuning

L

Launched as an APl service

https://towardsdatascience.com/how-chatgpt-works-the-models-behind-the-bot-1ce5fca96286

13


https://towardsdatascience.com/how-chatgpt-works-the-models-behind-the-bot-1ce5fca96286

GPT-3: “Language models are few-shot learners” < more on this later

Few-shot

In addition to the task description, the model sees a few
examples of the task. No gradient updates are performed.

Translate English to French: task description
sea otter => loutre de mer examples
peppermint => menthe poivreée

plush girafe => girafe peluche

cheese => prompt

UNIVERSITY OF AMSTERDAM

Brown et al. Language models are few-shot learners. NeurlPS 2020.

One emergent capability of large
language models is in-context learning.

Here, the "task” is defined within the
language model’s context, and the model
picks up the task and solves it for the
given sample both during a single
forward pass

14




In-context Learning: benefitting from more examples in the input

Zero-shot One-shot Few-shot
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Figure 1.2: Larger models make increasingly efficient use of in-context information. We show in-context learning
performance on a simple task requiring the model to remove random symbols from a word, both with and without a
natural language task description (see Sec. 3.9.2). The steeper “in-context learning curves” for large models demonstrate
improved ability to learn a task from contextual information. We see qualitatively similar behavior across a wide range
of tasks.

UNIVERSITY OF AMSTERDAM Brown et al. Language models are few-shot learners. NeurIPS 2020.
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[ btw: ChatGPT uses GPT-3 to then supervisedly finetune on human preferences

& then learn these to enable reinforcement learning]

Step1 Step 2
Collect comparison data,

Collect demonstration data,
and train a reward model.

and train a supervised policy.

) . _ A prompt and
A prompt is Prompt dataset is a series of L N Responses are generated by
sampled from our - iously submitted L MO0 the SFT mode!
p Exclakn the mioon prompts previously submitted to outputs are ot s Gear ol
prompt dataset. landing to a 6 year old the Open API sampled.
(A o
7 -
A labeler 40 contractors e
demonstrates the hired to write - e
desired output 2 responses to \ Y -
behavior. e ey prompts A labeler ranks
fofhepaon > the outputs from @
best to worst.
- Y 0-0-0-0
This data is used SET
to fine-tune GPT-3 ./;?‘SQ. Input / output pairs are used to Y
with supervised =y train a supervised model on This data is used -
learning. Y, appropriate responses to to train our S5 (’;) combinations of
@E]@ instructions. reward model. e rankings served to the
model as a batch datapoint
0-6-0:0 J

UNIVERSITY OF AMSTERDAM | |
X https://towardsdatascience.com/how-chatgpt-works-the-models-behind-the-bot-1ce5fca96286

Ouyang et al. Training language models to follow instructions with human feedback. NeurlPS 2022.

Step 3

Optimize a policy against
the reward model using
reinforcement learning.

A new prompt
is sampled from
the dataset.

The policy
generates
an output.

The reward model
calculates a
reward for

the output.

The reward is
used to update
the policy
using PPO.

™

Write a story
about frogs

Leverages Proximal Policy

Optimization (PPO)

A policy is, a strategy
that an agent uses in
pursuit of goals

Kullback-
Leibler penaltiy
for SFT model
to avoid
overfitting

16


https://towardsdatascience.com/how-chatgpt-works-the-models-behind-the-bot-1ce5fca96286

GPT-4

GPT-4 Technical Report

Detter.

Digger.

UNIVERSITY OF AMSTERDAM

OpenAl”

Abstract

we used python

17



There’s more language models! Llama / (Flan)-T5 etc.
they are even open-source available and quite big! up to 65B params

UNIVERSITY OF AMSTERDAM



Masked Image Modelling ~ same, but instead of words use image patches

-
ENSER = o T
VNN = F S
===== —)». encoder »  decoder
EEEEE o \ Something to think:
input
= N » Words present the “atoms” of masked language

modelling and have individual meaning

e Yet image-patches do not carry an individual meaning

» The output of a language model is vast (from writing a
joke to your assignments)

» The output of an image model is “just” pixels

- o -->what is missing for vision models?
Vision Transformer

He et al. Masked Autoencoders Are Scalable Vision Learners. CVPR21
UNIVERSITY OF AMSTERDAM Xie et gl. SijIM: A Simple .Framework for Masked Image Modeling. ArXiv N o
Lgl Dosovitskiy et al. An Image is Worth 16x16 Words: Transformers for Image Recognition at Scale. ICLR21
https;//www.sbert.net/examples/unsupervised_learning/MLM



Multi-modal
Learning

UNIVERSITY OF AMSTERDAM

x (¢ x

@ DL T

VISION HEARING SMELL

TASTE

TOUCH

+ captions/
thoughts?

20




What modalities does Deep Learning (mostly) deal with?

o Generally: anything on the internet
e Images

o Text

e Speech audio

e LIDAR points

e 3D models

Multiple modalities

e Videos (RGB frames + audio + audio transcriptions if there’s speech)

e Image-text (e.g. images with captions, images with alt text)

UNIVERSITY OF AMSTERDAM

Chen et al. A Simple Framework for Contrastive Learning of Visual Representations. ICML 2020

21



What makes multi-modal learning interesting? e.g. vision-language

Text is like an “augmentation” / broader description

The man at bat readies to swing at the
pitch while the umpire looks on.

The meaning depends on both modalities (rarer)

LOOK HOW MANYS

x (¢ x

UNIVERSITY OF AMSTERDAM

22




Text can also be very detailed

x (¢ x

UNIVERSITY OF AMSTERDAM

In the front portion of
the picture we can see

adried grass area with

dried twigs. There is a
woman standing
wearing a light blue
jeans and ash colour
long sleeve length
shirt. This woman is
holding a black jacket
in her hand. On the
other hand she is
holding a balloon
which is peach in
colour. on the top of

 the picture we can see

a clear blue sky il
clouds. The hair colour
of the woman is

brownish.

850k images with such descriptions

23

Pont-Tuset et al. Connecting Vision and Language with Localized Narratives. ECCV 2020



But really: the language part makes it very generaliseable

Language is a very universal format for posing and solving tasks

Language further has advantage of being human understandable

Language models are few-shot (in-context) learners

UNIVERSITY OF AMSTERDAM

Chen et al. A Simple Framework for Contrastive Learning of Visual Representations. ICML 2020

24



CLIP from DL 1 Lecture 9 simply applies SImCLR across modalities

m 27 Attract R 1. Contrastive pre-training

OTT] O,

B Drn OOrems

H AW

Image
Encoder

Augmentation

— Iy IgTy IyTy Iylz = InTy

CLIP: instead of augmentation, uses an image caption

SIMCLR (the magic is in the training data)

X
UNIVERSITY OF AMSTERDAM Radford et al. Learning Transferable Visual Models From Natural Language Supervision. ICML 2020

but also: Desai & Johnson VirTex: Learning Visual Representations from Textual Annotations. CVPR 2021 etc.

25



What you can do with CLIP: zero-shot classification

https://colab.research.google.com/github/openai/clip/blob/master/notebooks/Interacting_with_CLIP.ipynb

bed woman
Cosine similarity between text and image features o pickup_truck qirl
[ Steymne markers of the cors ol ©°C
These morkers are pixps that we os) 120 )
B bricige boy
cattle rockat
a page cf text about segmentation- 235 table plain
0.00 0.05 0.10 0.0 0.2 0.4 0.6 0.8
a portrait of an astranaut with the American flag prabability probability
a rocket standing on a launchpad
skyscraper tiger
a facial photo of a tabby cat
bus - boy
a black-and-white silhouette of a horse dock 1| leopard
bridge - sauirrel
a cup of coffee on a saucer | | | , | , | |
0.00 025 050 075 1.00 0.0 0.2 0.4 0.6
probability probability
a person looking at a camera on a tripod
cattle cup
a red motorcycle standing in a garage camel bowel -
plain plate 1
dinosaur table -
kangaroo plain 1
0.0 0.1 0.2 0.3 0.00 025 050 075 1.00

probability probability
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https://colab.research.google.com/github/openai/clip/blob/master/notebooks/Interacting_with_CLIP.ipynb

When comparing pretrained image and language models, which one needs

to adapt (more?)

B Locked . I‘h Unlocked d, unlocked
pre-trained wJ pre-trained L.+ from-scratch
: |
‘ l
S — : | > | : 8 —
2lesidi 12wl F 8 i O
= = I = ) £ ~
: I :
: | .
L u U u u u

Figure 2. Design choices for contrastive-tuning on image-text
data. Two letters are introduced to represent the image tower and
text tower setups. L stands for locked variables and initialized
from a pre-trained model, U stands for unlocked and initialized
from a pre-trained model, u stands for unlocked and randomly ini-
tialized. Zu 1s named as “Locked-image Tuning™ (LiT).

UNIVERSITY OF AMSTERDAM

Method ImgNet ImgNet-v2 Cifar100 Pets
Lu 70.1 61.7 70.9 88.1
Ju 57.2 50.2 62.1 14.8
uu 50.6 43.3 47.9 70.3

Table 3: Zero-shot transfer results on ImageNet (variants).

Locking the image model is better.

Model IN IN-vZ IN-R IN-A ObjNet ReaL
CLIP 76.2 701 889 772 723 -
ALIGN 764 70.1 922 758 722 -
BASIC 857 80.6 957 856 7389 -
CoCa 6.3 80.7 965 902 827 -
LiT-g/14 832 798 949 818 825 886
LiT-e/14 854 80.6 96.1 830 849 884
LiT-22B 859 809 960 901 876 886

Zhai et al. LiT: Zero-Shot Transfer with Locked-image text Tuning. CVPR 2022
Dheghani et al. Scaling Vision Transformers to 22 Billion Parameters. 2023

With only requiring one
forward pass for getting
image embeddings, can

com
22B

vine this with using a

barameter VIT

27



Combining
GPT and X

UNIVERSITY OF AMSTERDAM

28



CLIP is a vision-language model GPT-3 is a language model. So they can

interact via language.

Internet
Data

Visual LMs

Fictional novels language « pixels

Test questions

Spreadsheets |
Captions

Large Language Models (LMs)
language « language

Videos
Code

Dialogue & Q&A
language « audio /

Sound /

~

-
e

Screenplays

.

@ People - . ;”i&\ Robotics

@ language « assistance (f language < intent \ 4 / language « affordances

UNIVERSITY OF AMSTERDAM
x

Audio LMs )

I am an 1ntelligent 1mage
captioning bot. This 1mage
1s a {1mg_type}. There
{num_people}. I think this
photo was taken at a
{placel}, {place2}, or
{place3}. I think there
might be a {object1},
{object2}, {object3},... 1in
this {1mg_type}. A creative
short caption I can generate
to describe this image 1s:

caption T
caption 2

finall},. pick the one CLIP prefers

Zeng et al. Socratic Models: Composing Zero-Shot Multimodal Reasoning with Language. 2022

Image-captioning via: CLIP -> GPT-3 -> CLIP

SM (ours): This image shows an
inviting dining space with plenty
of natural liaht.

SM (ours): People gather under a
blossoming cherry tree, enjoying
the beauty of nature together.

)



Using the knowledge inside GPT

®(Sy,....Sn) ML <—C}<—ll—~ Video,

S
. e
xy) \:O .—&—.—. : P Ex o I
- | , Teacher T, :
| A
Do ] peoteraote 0 ey
Retrieval Model | : | Jo{ [} Video,
F o \ Sw=(su) ‘ ’
___________ X o e T
Student (M) Multi text pipeline — used only for training

Figure 4. TEACHTEXT teacher-student framework overview. Given a batch of input videos and queries in natural language during
training, the student model, M (left) and teacher models 7, ..., Tn (right) each produce similarity matrices (visualised as square grids).
The similarity matrix produced by M is encouraged to match the aggregated matrices of the teachers through the distillation loss £, in
addition to the retrieval loss £,.. Note that both the student and teachers ingest the same video embeddings (VE), but employ different text
embeddings (TEs for the student, TE,, ... , TE for the teachers). At test time, the teacher models are discarded.
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Croitoru et al. TEACHTEXT: CrossModal Generalized Distillation for Text-Video Retrieval. ICCV 2021

UNIVERSITY OF AMSTERDAM

x (¢ x

Step 1: ask GPT-3 for useful visual features

Q: What are useful features for distinguishing a {category
name} in a photo?

A: There are several useful visual features to tell there is a
{category name} in a photo:

Step 2: use these features for CLIP

Our top prediction: Airliner

and we say that because..

Average
—= a livery or paint scheme
—= engines mounted on the wings ...
= landing gear with wheels and tires
—= large, metal aircraft
= a fuselage with a pointed nose ...
—e wings and tail fin

Our top prediction: Rapeseed
R - and we say that because..
Average
petals arranged in a cross-shape

‘ yellow or greenish-yellow flower
stem with small, sharp thorns
hairy leaves

small, round seedpod

Menon and Vondrick. Visual Classification via Description from Large Language Models. ICLR 2023

30
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X Zeng et al. Socratic Models: Composing Zero-Shot Multimodal Reasoning with Language. 2022



Other text-image
pretraining methods

UNIVERSITY OF AMSTERDAM
X

"I still wish we'd gotten a
scu

P

ool mstead of thlS ridiculous
ture

32



ALIGN: Scaling Up Visual and Vision-Language Representation Learning
With Noisy Text Supervision

Their innovation

o Filter based on images:

e remove small ones, remove ones with >Tk captions/alt texts

“‘motorcycle front wheel”  “thumbnail for version as of 21 “file frankfurt airport : .
57 29 june 2010" skyline 2017 05 jog” o Filter based on text:
o .. v‘ e alt-text with >10 occurences are removes (e.g.
/. - _ 3 ”1920x10280”)
oo -2
, .f;’:' e tooshort ortoo long, or too rare

“file london barge race 2 jpg” ~ Moustache seamless  «gt oswalds way and shops” e Result: dataset size ~2B (CLIP: 400M)
wallpaper design”

e

(C) Image + Text -> Image Retrieval

We train the model on 1024 Cloud TPUv3 cores with 16 positive pairs on

UNIVERSITY OF AMSTERDAM each core. Therefore the total effective batch size is 16384.
p

33
Jia et al. Scaling Up Visual and Vision-Language Representation Learning With Noisy Text Supervision. ICML 2021



CoCa: Contrastive Captioners are Image-Text Foundation Models

https;//colab.research.google.com/github/mlfoundations/open_clip/blob/master/docs/Interacting_with_open_coca.ipynb

Captioning Loss

Multimodal
Text Decoder

T

Image Tty
Encoder Text Decoder
.
Ca
Pretraining

Caption generation is
autoregressive, starting
from a [start] token

UNIVERSITY OF AMSTERDAM

Image Encoder Text Decoder Image / Text
Model Layers MLP Params 7y 7omas  MLP Params Hidden Heads  Total Params
CoCa-Base 12 3072 86M 12 12 3072 297M 768 12 383M
CoCa-Large 24 4096 303M 12 12 4096  484M 1024 16 78T
CoCa 40 6144 1B 18 18 5632 1.1B 1408 16 2.1B

Table 1: Size variants of CoCa. Both image encoder and text decoder are Transformers [19, 39].

classification

=

1§ QNiNg LOSS

two dogsrunning in a field [/s)

Image
Encoder

image captioning &
multimodal representaticn

f

Multimodal

alignment
Text Decoder

~

Unimodal
Text Decoder

1 .

Unimodal
Text Decoder

Image
Encoder

Image
Encoder

I T I I T

I image image text image text
. Multimodal
S—A\‘Q“M . .
Cro® Text Decoder Vieuad R i c dal Al Image Captioning &
. - : Isua ecognltlon rossimaodada lgnment Multimodal Understanding
attentional pooling cls-token (single-encoder models) (dual-encoder models) (encoder-decoder models)
Image Unimodal
Encoder Text Decoder f f f. .
: R Zero-shot, frozen-feature or finetuning
000000000000 [s] two dogs runningin a field [CLS]
works well
“two dogs running in a field" pairs
Maodel ImageNet  ImageNet-A ImageNet-R - ImageNet-¥2 ImageNet-Sketch ObjectNet  Aserage
’ CLIP [12)] 76.2 772 8%.0 0.1 60.2 723 742
. ALIGN [13) 6.4 753 922 70.1 64.8 72.2 4.5
image text BILIP |61 83 . . . . . -
blorence | 14 817 - - - -
LT [52] 845 79.4 930 TR . 811 -
BASIC [53] 83.7 Bo.G 95.7 80.6 76l 3.9 837
CoCa-Base 82.6 76.4 932 T6.5 TLT T1.6 787
CoCa-Large 8418 B3 956 T9.6 5.9 8.6 833
CoCa 86.3 9.2 96.5 80.7 7.6 82.7 35.7
Tahle 4: Zero-shat image classification results on ImageNct [9], ImageNct-A [64], ImageNet-R [65],
ImageNet-V2 [66], ImageNet-Sketch [67)] and ObjectNet [65]. 34

Yu et al. Contrastive Captioners are Image-Text Foundation Models. TMLR 2022



ClipCap: CLIP Prefix tor Image Captioning

"Visual Language Model”

>
> ) Prefix embeddings
Mapping lGPTZ
> Network
> l Caption tokens
A A A A
— ~— _J
Const. “A cat is sleeping on top of a blanket on a bed.™
 Uses CLIP visual encoder, further transforms the visual (4) Conce
. . ptual Captions
embeddlng to match the inpu t—space of GPT-2. Model ROUGE-L 1 CIDEr* SPICE © #Params (M) | Training Time |
) VLP 24.35 77.57  16.59 115 1200h (V100)
« GPT-2 kept frozen or adaptec Ours; MLP + GPT2 tuning ~ 26.71 87.26 18.5 156 80h (GTX1080)
Ours; Transformer 25.12 71.82 16.07 43 72h (GTX1080)

« Trained for captioning

UNIVERSITY OF AMSTERDAM

Mokady et al. ClipCap: CLIP Prefix for Image Captioning. 2022

\ .
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ClipCap: CLIP Prefix for Image Captioning

—@

Question 1: why didn’t they use GP

e

CLIP y: :

_ Prefix embeddings
Mapping lGPTZ
Network
l Caption tokens
A A A A
Y A
Const. A cat is sleeping on top of a blanket on a bed.™
3¢

1) Likely it requires too many forward passes so it would be too expensive
2) GPT-2 does the captioning job well enough, so no need for GPT-3

3) It wouldn’t work

Question 2: why is the transformer-adaptation (& freezing GPT-2) variant nice?

1) There’s no catastrophic forgetti

2) The language model can
3) Transformers are faster t

4) The number of parameters doesn’t ¢

DE Mad

ng in the language model

€ Ve

nan ful

y CO

ry efficie
nnected

Nt
ayers

epend on the number of CLIP’s visual output size
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BLIP: Bootstrapping Language-Image Pre-training for Unified Vision-

| anguage Understanding and Generation
https://github.com/huggingface/notebooks/blob/main/examples/image_captioning_blip.ipynb

| : F— mC e—— ] [ LM
A A
(———P I (——® ) (. — @ )
(" — ™
D [ Feed Forward ] [ Feed Forward ] [ Feed Forward ]
[ Feed Forward ] f | )
3 —@® —®
N X 69 N X >[ Cross Attention ] -[ Cross Attention ]
[ Self Attention ] 1 1
L 3 ) D —D —@®
Image [ Biself-Att [ siselfatt | [ causal self-Att |
Encoder -ﬂ [ 7y 'y
o J \_ J \_ J
Text Image-grounded Image-grounded
“_an Encoder Text encoder Text decoder

UNIVERSITY OF AMSTERDAM

“feLs) + () “[Encode] +(_)"

*
\["a little girl holding a kitten next to a blue fence” ]/'

C: Image-text contrastive learning
M: Image-text binary matching (yes?/no?)
_M: autoregressive captioning

“[Decode] +(__ )"

+ iterative data filtering and
dataset expansion strategy

by using synt
(~text augme

netic captions

ntation) as GT

Li et al. BLIP: Bootstrapping Language-Image Pre-training for Unified Vision-Language Understanding and Generation. ICML 2022

https://huggingface.co/docs/transformers/model_doc/blip
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BLIP: Bootstrapping Language-Image Pre-training for Unified Vision-

| anguage Understanding and Generation
https://github.com/huggingface/notebooks/blob/main/examples/image_captioning_blip.ipynb

Various usage modes: @) VQA N
— =] ¢
[ Image ] ‘[ Question J { Answer J
. . . - . . Encoder Encoder Decoder
image-caption matching, image-captioning : : ;
Image “[Encode] + Q" “[Decode]”
|_|:| (b) NLVR? true/false
ey , | | e . . t
o . =2 e, S —— = - Text & image encoding & text decoder ol i A
> ) Feed Forward T Dacoder
. . & Y : . . M L
Cresdronars | wx| ) || =) allows for more flexible applications: — aye':
1 p— {c:ossmention | e 2 “mfm
Self Attention & <olf :mn ‘| oo _m l Image Cross Cross Image
. ) . L _ Encoder Attention Attention Encoder
{ BiSelf-Att _ n | Cousal Sel-Ate | : 3
. y, \ J l
' | #1
" imvage coptioning: [ image captioning: | mage \_ ; ) Image #2
| “[Encode] + Text”
(¢) VisDial
[_J__] | true/false
p t
Image Caption . Dialog
Encoder Encoder Encoder
) f R—
Image “[Encode] + C” “[Encode] + QA + Dialog History”
Figure 5. Model architecture for the downstream tasks. Q: ques-
tion; C: caption; QA: question-answer pair.
X
UNIVERSITY OF AMSTERDAM Li et al. BLIP: Bootstrapping Language-Image Pre-training for Unified Vision-Language Understanding and Generation. ICML 2022 38

https://huggingface.co/docs/transformers/model_doc/blip



https://huggingface.co/docs/transformers/model_doc/blip

VQA

x (¢ x

Q1: Which object in this image is Q4: How many road vehicles

most related to entertainment?

Al: TV.

in this image?
A4: Three.

R1: Television = Performing Arts R4: There are two trucks and

- Entertainment.

one car.

Approach U Y8 Note: some questions could
Prior 27.38 24.04 . :
Language-only s821 4140 De answered without image
d-LSTM+n-I [24] 54.40 47.56
HieCoAtt [25] 5709 5031 -->VQA-v2 (balanced
MCB [Y] 60.36 54.22 .
images)
UNIVERSITY OF AMSTERDAM

Das et al. Visual dialog. CVPR 2017

VisDial

a3

A dog with goggles is ina
motorcycle side car.

Is motorcycle moving or still?
It's parked

What kind of dog is it?

Looks like beautiful pit bull mix

olIZ2e=»Q

What color is it?

Aggrawal et al. VQA: visual question answering. ICCV 2015
Goyal et al. Making the V in VQA Matter: Elevating the Role of Image Understanding in Visual Question Answering. CVPR 2017

Image

Dizlog history ——

Question f Visual Dialog

model

A: Light tan with white patch that
runs up to bottom of his chin

39




Extending
context and
emergence

UNIVERSITY OF AMSTERDAM
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BLIP-2: Bootstrapping Language-lmage Pre-training with Frozen Image

Encoders and Large Language Models
https://github.com/NielsRogge/Transformers-Tutorials/blob/master/BLIP-2/Chat_with_BLIP_2.ipynb

| Vision-and-Language X Vision-to-Language e Uses CLIP visual encoder, uses CLIP to

Representation Learning E Generative Learning annotate /clean dataset’s captions

g | g e uses OPT and FlanT5 language models

| g ' arge

# Image Q-Former BN Language . £ é é

E Encoder Querying Transformer| | ! Model Vr\]lnte ar omlantlc ?esiage

: — r 4 E (LLM) that goes along this photo.

| ¥ Love is like a sunset, it’s

| CLE L aaC, ! hard to see it coming but |

: Queries % when it does it’s so beautiful. ' s el

\ . . . ] _ What are shown in the photo? 8 need to make this?

: Bootstrapping Pre-trained Bootstrapping Pre-trained

. Image Models 1 Large Language Models (LLMs) ] Ao o ) covio,olwe o sah pepper,bodh.

. . . What does the man feel
Stage 1: train like BLIP Stage 2: train for and why? 8 What i the first step?
captioning with LLM He is scared of the chick Place the pizza dough on a baking
p g beecﬁuizairteis ﬁyitn: :t rlwci;m?n é i{':;e;a ﬁru:;wpggrh zz\éebgi;,”sprinkle
X % , : .
UNIVERSITY OF AMSTERDAM Li et al. BLIP-2: Bootstrapping Language-Image Pre-training with Frozen Image Encoders and Large Language Models. 2023

https://huggingface.co/docs/transformers/main/model_doc/blip-2
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FROMAGe: Grounding Language Models to Images for Multimodal Generation
https;//huggingface.co/spaces/jykoh/fromage

Training with

1) captioning (like ClipCap)

FROMAG@ | <imgl» I 51 lhouette

(Frozen Retrieval Over Multim
odal Data

]

for Autoregressive Generation) /

Reminder: catchy
names matter!

Imags #1

Input Embeddings
(seq_len, 49896)
ofI a | | <img2> I cute | ... | scooter —
I
Visual
Tokenizer Encoder Takenizer
-
silhouctte oy
Y v cute cat
BEELSE | sitting on
against a scoufer
the sunset B i
Caption #1 Imaga #2 Caption #2

Image and Caption Inputs

Image Captioning

B

Generated Text
{next token prediction)

silhouette of a
plane flying inte
the sun <pad> cat
on a motorcycle

Crass Entropy Loss

silhouctte of a
plane against the
sunset <pad> cute
cat sitting on a
scooter

Combined Groundtruth
Caption

“Data length” augmentation: with 50%
two samples are concatenated

UNIVERSITY OF AMSTERDAM
x

2) image retrieval/contrastive re-id (like BLIP’s ITC)

Allowing the model to answer with an image:
earn a [RET] token and add it to language
model’s library.

Trained by appending it at end of caption.

VIST Image Retreval with Increasing Context

5) 101
=
S | .
0
1cap 5 caps 2 caps 3 caps 4dcaps 5 caps
s 3imecs  4imgs

0 mg 2 img 1 img 2img
adding multi-modal context helps
for retrieving correct images

42

Koh et al. Grounding Language Models to Images for Multimodal Generation. 2023



Results

| am thinking of an animal. Itis brown Visual Storytelling
and furry, and has a tail. What is it? - FROMAGe can learn from in-context examples to generate story-like image and text outputs.
® Asqure. T  — e —
S S This 1s This is m
No, the animal | am thinking of lives in This is _ This is  This is > my1 pe1t cat1lo:)k1'n§ >
the river. & my dog |- taKing us by | [y gecko on very | ©
2 B [RET] ~ 3pbath the lake( g the lawn dignified | NS
eaver. -
[REil [RET] [RET] [RET]
That's right, what do beavers look like? & — -
@ They have a tail.
Show me an illustration of a beaver &
A beaver. - : .
X = “at the lake” “at the beach” “in a forest” “by the mountains” “in a showroom”
<
+ X - 8
é @
Yes, what about a pencil drawing of one? -
o)
What about a photo of one? &
+ more examples.
@ J up with as tasks?
M UNIVERSITY OF AMSTERDAM
X . . . 43
X Koh et al. Grounding Language Models to Images for Multimodal Generation. 2023



Flamingo: a Visual Language Model for Few-Shot Learning

x (¢ x

. Pretrained and frozen

Trained from scratch

Output: text

I,’.‘\\ .
. a very serious cat.

R

Perceiver Perceiver
Resampler Resampler

.

.
.
>

1st GATED XATTN-DENSE
4

d a-th GATED XATTN-DENSE

L

Processed text

<image> This is a very cute dog.<image> This is

Interleaved visual/text data

This is a very cute dog. This is

UNIVERSITY OF AMSTERDAM

Uses sota frozen LLM, contrastive pretrained CNN

Introduces zero-initted learnable attention blocks

Trained on 43M webpages, each including <=5imgs,
plus text + ALIGN’s 1.8B text-image pairs + 27M
videos

Uses Perceiver (a transformer) to produced fixed
context vision input size

Very strong performance

o Flamingo (80B) Previous
150% B2 3) shots L zero/few-shot SotA
125% - 115
100% f==-======mmmmmmmm s mm oo .—l 01
75% A

80

50% -
25% -

Performance relative to FT SOTA

0% -

MSRVTTQA m

; o S > w5263 & <« & & &
3 > c 3 kK T & S & K 2 = %
Q < C ¢ 3 < o©f > o - @
> Q rZ2 O wun — =
)9 = = .

Alayrac et al. Flamingo: a Visual Language Model for Few-Shot Learning. NeurlPS 2022



Frozen: Multimodal Few-Shot Learning with Frozen Language Models

Model Completion
This person is This person is This person |-
: = like & - : B ). <EOS>
like @ . . is like
Model Completion , | |
small red boat on the water
1S W inven ) ) ) -
This was invented This was invented by This was ' the Wright ! ! ! ! vt
QYEZaciareas Thomas Edison invented by | brothers. <EOS>
Janssen. ' f Y Language Model # Frozen
Self Attention Layers
4 3 A 3 A A 4 A
v v
Model Completion
With one of these I With one of these ] =n ) i ) Iy ) ) 3 ) '}
can drive around a take off from a ci’ : break into a secure v v
track, overtaking fly across the s W;th o;e of | building, unlock the door Jo
other cars and taking somewhere on the these 1 can |+ and walk right in <EOS> Language Model % Frozen
corners at speed side of the ! Text Embedder

rror T

A small red boat on the water

Figure 2: Gradients through a frozen lan-
guage model’s self attention layers are
used to train the vision encoder.

UNIVERSITY OF AMSTERDAM

x (¢ x

Tsimpoukelli et al. Multimodal Few-Shot Learning with Frozen Language Models. NeurlIPS 2021.



In-context learning

towards more useful systems

B UNIVERSITY OF AMSTERDAM
X

ITS A COMMON
MISCONCEPTION THAT

HANK, JUST ADMIT

ALL MAGPIES LOVE SHINY THAT YOU LOST!

THINGS. SOME OF USDONT
CARE ABOUT PRECIOUS
METALS AT ALL!

BONUSCONTEXT.COM
context matters

© BONUS CONTEXT
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Vision-language in-context learning

(ICL)

O-repeats Support Question
0-shots from ImageNet from ImageNet

“—

D
=

Q

o

©
E
£

£
G Task Induction Maodel Complation

Answer with dax This is5 a This is a dax. This is a This s a dax. Q: What is this? .
or blicket blicket. blicket. A: Thie is a blicket.
Support Question .
from ImageNet from VisualGenome blicket (vase)

< dax (table)
o

>

ﬁ &

© | \

w o | ‘

) O-repeats

0-shots Model Completion
This is a This is a dax. This is a This s a dax. Q: What is the
blicket. blicket. dax made of? A: | wood

Figure 4: Examples of (a) the Open-Ended minilmageNet evaluation (b) the Fast VQA evaluation.

o Here, ICL is short for something like “open-ended visi

e Open-ended: it needs to infer what it’s supposed to C

on-language few-shot evaluation”
0 & what the answer style is.

o Vision-language: it needs to process both the image & the text info

o Few-shot: few-shot samples “support set” are provided as input, along with the test sample

o “fast-binding” text & image are associated within the single forward pass

UNIVERSITY OF AMSTERDAM

Tsimpoukelli et al. Multimodal Few-Shot Learning with Frozen Language Models. NeurIPS 2021.
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Vision-language in-context learning (ICL) in Frozen

Task Induction | X v v v v v v Task Induction X v v v v v v
Inner Shots |1 | 3 5 | ] | Inner Shots 1 1 3 5 | | |
Repeats 10 0 0 0 | 3 5 Repeats 0 0 0 0 | 3 5
Frozen | 290 | 534 579 589 | 51.1 577 585 Frozen 180202 223 21.3 214 216 209
Frozen (Real-Name) | 1.7 | 337 66 66 |63 65 63.7  Frozen (Real-Name) 09 | 145 347 338|338 333 328

ror ImageNet few-shot evaluation,
using “dax” and "blicket” works
better than using the real names
of the animals/objects.
Not for their version of VQA: e SRt 0 FlaSt'V?A s 10 Ref'l'Fagt'VQAS
but note the non-zero Frozen 16 28 70 79|37 78 101 105
performance of blind models] Frozen ¢ainbiina || 0.7 03 13 04|19 23 37 37

UNIVERSITY OF AMSTERDAM



In-context learning emerges in LLMs with scale

Accuracy (%)

Accuracy (%)

UNIVERSITY OF AMSTERDAM

—eo— LaMDA —=— GPT-3 —— Gopher

(A) Mod. arithmetic
o0

40

30

0- | 1--_-
108 10%% 10%% 10*

(E) TruthfulQA

40
30
20777 —a" "

102¢10** 10*

Accuracy (%)

(B) IPA transliterate
50

4()
30)

20)

RLEU (%)

10

0-1 ! 1
10'% 10%% 10%* 10*

(F) Grounded mappings

Exact match (%)
Ey\

—a— Chinchilla

(C) Word unscramble
50
40)

510)

10'% 10°% 10%* 10*

[a—
o

(G) Multi-task NLU

—&— PalLM

Syl
o=

Exact match (%)

\
e
S—

30)

20

—
o

0_

- = = Randomn

(D) Persian QA

10'% 10% 10%* 10*

(H) Word in context

60 |-

10 |-

70 70 | 70
60 | 60 |
50 52 50 = 5
40 & 40 %41
30 £ 30 £ 30
20 S| 20
10 | = 0] =
0 0 |

1020 1022 1024 1020 1022 1024

Modecl scale (training FLODs)

o
m

Wei et al. Emergent Abilities of Large Language Models. TMLR 2022
recommended read

e Also note: evaluation metrics only

e “An ability is emergent if it is not
bresent in smaller models but is
bresent in larger models.”

e "Emergence is when quantitative
changes in a system result in
qualitative changes in behaviour”

e sortofaOto 1 change

o Why/how does it emerge?

e Some problems require

memorising

evaluate strict string matching
(e.g. "A panda”, vs. “A panda
bear”)

But generally: 2¢?
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In-context learning for vision-language models

« Models like Frozen, Flamingo, FROMAGe weren't explicitly trained for in-context learning.

e While Flamingo and CM3 were trained with websites,

e in-context like samples might be frequent

» SO0 these VL models obtain a significa

e -->studying language models (and re

UNIVERSITY OF AMSTERDAM

nt (and useful part) of their ability from the language models

ated papers) useful!

50



“Larger language models do in-context learning differently”

Regular ICL

Natural language targets:
{Positive/Negative} sentiment

|

Contains no wit [...]
Very good viewing [...] \n Positive

A smile on your face \n

\n  Negative

|

'

[

Language
Model

J

'
[ Positive ]

I Flipped-Label ICL

| Flipped natural language targets:
| {Negative/Positive} sentiment

Contains no wit [...] \n  Positive

Very good viewing [...] \n Negative
A smile on your face \n

| ]
| [ Language J
|
|

Model

'
[ Negative ]

|

e Test abstraction & overring abilities

e ability seems to increase with scale

UNIVERSITY OF AMSTERDAM

SUL-ICL

Semantically-unrelated targets:

{Foo/Bar}, {Apple/Orange}, {A/B}

|

Contains no wit [...] \n
Very good viewing [...] \n
A smile on your face \n

Foo
Bar

|

'

[

Language
Model

J

'

[ Bar ]

Wei et al. Larger language models do in-context learning differently. 2023

[google authors:]
For this reason, we consider all GPT-3 models to be
“small” models because they all behave similarly to

each other this way. & & & &

..but they also write:

this ability to override prior knowledge with input-
label mappings only appears in large models, we
conclude that it is an emergent phenomena
unlocked by model scaling (Wei et al., 2022b).

SO0 W
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ICL as a learning-to-learn algorithm:

General-Purpose In-Context Learning Transformer

Third support set
90 (D@ i query se

Train this simple arch on MNIST

\

Instance Task |
memorization | | memorization | Learning to Iearn]
0.64 — Seen MNIST :
—— Unseen MNIST |
054 Unseen FashionMNIST :
0.4 1
0.3 -

Accuracy improvement within sequence

I l L]

50 53 26 59 AL 515 518 521
Number of tasks
Performance on unseen data jumps when

trained with sufficient diversity

UNIVERSITY OF AMSTERDAM

x (¢ x

(a) Seen MNIST Unseen MNIST
(seen task & seen dataset) (unseen task, seen dataset)
1.0 -
® LSTM
o Trarsformer
0.8-9 Cuter-pracuct LSTM
® VSML without symmetrics
0.6 -
£
Z04-
0.2
|5
U.U ] ] r L 1 L) L) T ! L
24 zﬁ Zﬁ zlﬁ 2]3 214 2:. 26 23 2 4} zl? 214
State size State size

Important is number of tasks & the
transformer’s state size (== memory), not
parameter count

Kirsch et al. General-Purpose In-Context Learning by Meta-Learning Transformers. 2022

=
o

e
S

o
N

Meta-test acurracy of last prediction

0.0 “

o
©
A

o
o
A

1 EEm GPICL without feature embedding
B GPICL with feature embedding

MNIST FashionMNIST KMNIST Random  CIFAR10 SVHN
(meta-trained) (unseen) (unseen) (unseen) (unseen) (unseen)

Meta-test task

This learning-to-learn even generalises well

to

unseen datasets
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ITY:

-thought reason

Another ab

.

=

of

Chain

53
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Multimodal Chain-of-Thought Reasoning in Language Models

(a) Few-shot
/'f-_ -\\\
Q; Reger has b tearis bells. He buys 2 more cans cf tennis
balls. Each can nas 3 leqnis bals. How many l=rnis oalk does
ke have now?

A The angwer € 11.

Q: A juggler can juggle 16 bals Half of the bals are colf balls,
&nd half o” the gelf balls are tlus. How many blue golf bals are
there?!

A

(Output) The answer s &, X

/

(€) Zera-shat

/Q: A juggler can juggle 16 balls. Hzl of the balls ara geif balls,
and half of the colf balls are biue. | low many blue gol® talls are
thera?

A The znswer (arabc numerals) is

(Output) 8 X

\ I

. 7

(b) Few-shoi-CoT
/'/Q' Roger has & tennis bals He buys 2 more cans of '9n'1i?$x\
( balls. Cach can has 3 tennig bells. ‘low many tearis balls dees |
he have now?
A. Roger started wth 3 bal's. 2 cans of 3 tennis balls each is 6

tennis balls. S + 6 =11, The an3weris 11.

Q: A juggler can juggle 165 balls. Half of tha balle cre qolf balle
and half of the golf balls are blue. Hoa mary blue golf balls are
there?

Al

(Ou'put) The juggler can juagic 16 balNs. Half cf the balls are goif
| baus So there sre 16 /2 = 8 goif balls. Half of the golf bails are |

\blue. Sc there are 8 /2 = 4 blue golf balls. The answeris4. v
-

-~
-

(d) Zero-shot-CoT (Qurs)

/ QA juggler can juggle 16 dalls. Hzlf of the balls are goif balls,
and half of the colf balls are biLe. | loa many blue golf bals are
there?

A. Let’s think step by step.

(Output) Thara ara 16 Dalis In toral. Helf of the balls ars goif

bals. Tha! means that there ars 5 golf Dalis. Hall of the golf bals
\ arc Bluc. That mecans that there arc 4 blue go'f balls. v

S

Chain-of-thought prompting for NLP

e Either few-shot

e Or zero-shot by adding “let’s think step by step”

UNIVERSITY OF AMSTERDAM
x

—o— Standard prompting
—&— Chain-of-thought prompting
-~ = = Prior supervised best

LaMDA GPT Pal.M

GSMEK
solve rate (%)
S o &

o=

S oo
o o

SVAMP
S

solve rate (%)

bo
o

—
S

-5 O
o O

™S
S

MAWPS

solve rate (%) _.

o O
ot

—~
S—

04 8 137 04 7 175 8 62 540

Model scale (# parameters in billions)

MultiArith  GSM8K

Zero-Shot 17.7 104
Few-Shot (2 samples) 33.7 15.6
Few-Shot (8 samples) 33.8 15.6

Zero-Shot-CoT 78.7 40.7

[ Vision
wmf :
[ Language

Question: Which properly do lthese wo ]
abjects have in common?
Context: Select tha bettar answar.

Options: (A} soft (B) salty

[

Rationale
Generation

— Ralicnale [——

-

Look at each object. For each
object, decide if it has that
properly. Polatlo chips have a
salty taste. Both objacts are
salty. A soft object changes
shape when you squeeze il
The fries are soft, bul the
cracker ig nol. The proparty
that both objects have in
common is salty.

Chain-of-thought prompting for VL

Answer

Inference

o First generate rationale, then the answer (both

supervised finetuning @)

o “small” LLMs (ie not zero- or few-shot)

Wei et al. Chain-of-Thought Prompting Elicits Reasoning in Large Language Models. NeurIPS 2022

Kojima et al. Large Language Models are Zero-Shot Reasoners. NeurlPS 2022
Wang et al. Self-consistency improves chain of thought reasoning in language models. ICLR 2023

Zhang et al. Multimodal Chain-of-Thought Reasoning in Language Models. 2023

Answar

The answer

is (B).
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Vision-Language
Datasets

UNIVERSITY OF AMSTERDAM

french cat

tfrench cat

Hipster cat

french cat

Q.

BRME TInEES
HERRISIEMKE R |
R DRZEBEMLF

How to tell if your
feline is french. He
wears a b...

cat in a suit Georgian
sells tomatoes

Hilarious pics of funny
cats! funnycatsgif.com

1 XFEETETI
I -+ 9Ty
by Ay LW -
NAVER £ & &

French Bread Cat Loaf
Metal Print
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L AION: Large-scale Artificial Intelligence Open Network

Use “dump of internet”:
Common Crawl

CLIP-based filtering ~90%
removed, yielding ~6 billion

Further filtering of NSFW,
watermarked images

Training dataset for generative
models like Stable Diffusion
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LAION-400M

An open dataset containing 400

million English image-text
pairs.

Clip H/N4

The largest CLIP (Contrastive
Language-mace Pre-training)
vision transformer model.

LAION-3B

A dataset consigting of 5.85
billion multilingual CLIP

filtered image-text pairs

LAION-Aesthetics

A subset of LAION-5B filtered
by a medel trained to score
aeslhetically pleasing images.
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ADVENTURES IN 215T-CENTURY PRIVALY —

Artist finds private medical record photos in
popular Al training data set

LAION scraped medical photos for Al research use. Who's responsible for taking them down?

BEN, EDWARDS - 9/271/2022, 5:43 PM

Enlarge f Censored medical images found in the LAION-5B data set used to train Al. The black bars and distortion have been added.

Schumann et al. LAION-5B: An open large-scale dataset for training next generation image-text models. NeurlPS-Data 2022
https://arstechnica.com/information-technology/2022/09/artist-finds-private-medical-record-photos-in-popular-ai-training-data-set/
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https://rom1504.github.io/clip-retrieval

Conceptual Captions (CC3M, CC12M)

Clean based on: alt-text:

* high unique word ratio covering various
[ owenon POS tags

st s * remove ones with high rate of token

ey repetition
prep Jarticle]

-------- * Capitalisation is good indicator

[Al-text discarded:

s * Filter based on NSFW

overlap

o —————— —

* ..-> 3% remains

* further filtering with supervised image
~— classifier

Figure 2: Conceptual Captions pipeline steps with examples and final output. Fl N al | y: re p | ace Wlt h h ype o ym S (e. g
“actor”), remove locations etc.

X UNIVERSITY OF AMSTERDAM Sharma.et al. Conceptual Captions: A Clganed, Hypernymed, Image AIt—texF Pataset For Agtomatic Injagg Captioning. ACL 2016
Lil Changpinyo et al. Conceptual 12M: Pushing Web-Scale Image-Text Pre-Training To Recognize Long-Tail Visual Concepts. CVPR 2021
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Adaptation of

large models
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